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This paper describes an efficient, scalable method for learning nucleotide dependencies around SNP sites using Bayesian
networks. The complexity of the network is reduced by introducing a set of hidden nodes that do not appear in the
original model. The resulting model is an embedded Bayesian network that encodes both local and global dependencies
between the observed variables and allows for structure and parameter learning on parallel machines from distributed
data. The results of the proposed learning method are reported on both synthetic data and DNA sequences of the
human genome.

1. INTRODUCTION

The large amount of data made available in recent
years in various research fields increases the need
for efficient learning techniques able to deal with
complex data dependencies. Due to their flexibility
and well understood mathematical formulation, the
Bayesian networks 7 are often the model of choice in
various multimedia, astronomical, text and web min-
ing or bioinformatics applications. However, learning
the parameters and structure of the Bayesian net-
works with large number of variables remains a chal-
lenging problem in the context of the today’s com-
putational power.

Some of the most successful approaches devel-
oped in the past to cope with the above limitations
include parameter learning from distributed data 6,
parameter and structure learning methods through
data partitioning 5, structure learning in module net-
works 2, and Bayesian methods for structure learn-
ing 3.

In this paper we describe a parallel approach to
structure learning that uses an embedded Bayesian
network. The embedded Bayesian network is a hi-
erarchical network in which each node is a parent of
another Bayesian network. A subset of these models
using in both the ”parent” and ”child” layers hidden
Markov models (HMM) and/or coupled HMMs was
introduced in 1 for the purpose of face recognition.
Assuming a known structure, the EM algorithm was
used for learning the parameters of these models.

In this paper we generalize the networks used for
face recognition and describe a structure learning al-
gorithm for the embedded Bayesian networks. The

method presented here uses an existing data parti-
tion to learn local structures and the global depen-
dencies between these structures. The approach can
be efficiently implemented on machines with paral-
lel architecture, and reduces the computational com-
plexity by partitioning the number of variables con-
sidered in the local structures.

This paper is organized as follows. Section 2
presents the hill climbing approach to structure
learning in Bayesian networks, Section 3 defines the
embedded Bayesian network and its parameters, Sec-
tion 4 describes the structure learning algorithm for
the embedded Bayesian network, Section 5 describes
the experimental results obtained on both synthetic
and bioinformatics data, and Section 6 highlights the
contributions of these paper and gives directions for
future work.

2. Structure Learning in Bayesian
Networks

A Bayesian network (BN) is a probabilistic graphical
model that describes the joint probability distribu-
tion of a set of random variables. Formally, a BN
is represented by a pair (S, Θ) where S is a directed
acyclic graph (DAG) and Θ represents the set of pa-
rameters of the BN. The nodes of the S represent the
set of random variables X1, . . . , XN and the directed
edges between nodes represent conditional probabil-
ities between the variables. The parameter space Θ
of the BN contains the set θxi|pa(xi) = P (xi|pa(xi))
where xi denotes a realization of random variable Xi

and pa(xi) is a realization of the set of the parent
nodes of Xi denoted as pa(Xi). The joint probability
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of X = X1, . . . , XN is given by

PBN (X) =
∏

i

P (Xi|pa(Xi)) (1)

Given a training set D = {x(r)|r = 1, . . . R}, with R

cases, and x(r) = x
(r)
1 , . . . , x

(r)
N , the problem of learn-

ing in a Bayesian network is stated as finding the
pair (S,Θ) that best describes D according to some
score function. The complexity of learning the best
(S, Θ) among all possible network configurations is
NP hard. As a result several heuristic methods have
been proposed for structure learning in Bayesian net-
works including simulated annealing, Monte Carlo
methods 10 and greedy hill climbing 9. It has been
shown that greedy hill climbing search with multi-
ple restarts outperforms simulated annealing meth-
ods for the same execution time 8.

In greedy hill climbing one starts with an empty
graph a random graph, or some graph chosen accord-
ing to some a priori knowledge of the data. Next, a
set of moves that include addition, removal or rever-
sal of an edge are applied to the original graph to
obtain a new network. The score of each move is
computed and the graph that gets the highest score
is selected for next iterations. The procedure con-
tinues until the score improvement fall below a fixed
threshold.

There are however several limitations in learn-
ing structures with the hill climbing algorithm. One
potential problem with a local search method such
as the greedy hill climbing algorithm, is that it can
converge to a local maximum. Another problem may
appear when the search reaches a plateau where some
one edge changes leaves the score unchanged. Both
these problems can be somewhat avoided at the cost
of increased complexity by using multiple random
restarts of the algorithm. In addition to the accuracy
limitations the complexity of the search is quadratic
in the number of nodes, making it impractical for
networks with large number of variables.

Several approaches were considered in the past
to overcome this problem. In 5 a collective method
for learning from distributed data available in dif-
ferent sites was proposed. The method learns first
the local networks corresponding to a subset of the
observed variable available at each site. Next, a set
of samples is chosen that is most likely to have cross
dependencies with variables at different sites, and fi-

nally these dependencies are cross learned over all
sites. An alternative method that exploits the data
separability in module networks was proposed in 2.
The approach partitions the variables into modules
that share the same parents in the network and the
same conditional probability distribution.

The method presented in this paper reduces the
complexity of the network by introducing a set of hid-
den nodes that do not appear in the original model.
The resulting model, an embedded Bayesian net-
work, allows to learn the structure and parameters
of the new network from distributed data.

3. The Embedded Bayesian Network

The embedded Bayesian network is a hierarchical
probabilistic network where a subset of observed
nodes have as parents only one hidden node (super
node) and any other nodes in the same subset of
observed nodes. The hidden super nodes of the em-
bedded BN determine the parameters of the corre-
sponding Bayesian network in the lower ”child” level.
They encode a global representation of their observed
children nodes and allow for an efficient learning of
the network structure and parameters as will be dis-
cussed in Section 4.

Fig. 1. The embedded Bayesian network.

Figure 1 illustrates an embedded BN with four
hidden super nodes where each of them is a parent
of a Bayesian network with three nodes. The trans-
parent nodes represent the observation nodes and the
shaded nodes represent the hidden super nodes. This
structure can be generalized to include several hier-
archical levels and both discrete or continuous ob-
servation nodes. For simplicity, in this paper we will
discuss an embedded BN with two layers and discrete
observation nodes.

The parameters of the embedded BN are given
below. S0 is the structure of the global BN,
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S1k is the structure of the kth super node, S =
{S0, S11, . . . , S1N0}, Θ0 are the parameters of the
global BN, Θ1k are the parameters of the BN as-
sociated with super node k, M0 = {S0, Θ0}, M1k =
{S1k,Θ1k}, and Θ = {Θ0,Θ11, . . . , Θ1N0}.

where N0 is number of nodes in parent BN, N1k

is the number of nodes in kth super node, Lk is the
number of values in kth super node, L1k is the num-
ber of values in ith node and kth super node. The
following notations will be used throughout this pa-
per: x

(r)
i,k are the observation at node i,super node

k in the rth sample, x(r)
k = {x(r)

i,k |i = 1, . . . , N1,k},
x(r) = {x(r)

k |k = 1 . . . N0}, D(k) = {x(r)
k |r = 1 . . . R},

D = {D(k)|k = 1, . . . , N0}, q
(r)
k is value of the kth su-

per node in rth sample, q(r) = {q(r)
k |k = 1, . . . , N0},

and Q = {q(r)
k |r = 1 . . . , R}.

With the above notations, the probability of the
observed and hidden nodes given a structure S and
the set of parameters Θ is given by:

P (x,q|S,Θ) =
∏

k

P (qk|pa(qk), S0,Θ0)

×
∏

i

P (xik|pa(xik), S1k,Θ1k) (1)

Note that in order to maintain a more readable form
of the equations we will drop the evidence index r in
the remaining part of this paper.

4. Structure Learning in Embedded
Bayesian Network

The particular structure of an embedded BN allows
for an efficient implementation of the structure and
parameter learning algorithm on parallel machines
from distributed data. This becomes very important
in large networks where existing structure learning
algorithms can run into computational and memory
access limitations.

The BIC score for the embedded BN is

BIC(D : S,Θ) = log P (D|S,Θ)− d(Θ)
2

log R (2)

Note that the log likelihood term in Equation 2 is
only expressed in terms of the observed nodes. The
goal of learning in embedded BN is to find the pair
(S,Θ) that maximizes the above score. Unlike the
learning algorithm described in Section 2 for a BN
with all nodes observed, the structure learning algo-

rithm for the embedded BN has to learn the distri-
bution of both observed and hidden variables.

Let Φ be an auxiliary function defined as:

Φ(S,Θ : S∗,Θ∗) = E{log P (x,q|S,Θ)− d(Θ)
2

log R}
where the expectation E is taken with respect
to P (q|x,S∗,Θ∗). It has been shown 11 that
if Φ(S,Θ : S∗,Θ∗) > Φ(S∗,Θ∗ : S∗,Θ∗), then
BIC(D : S,Θ) >BIC(D : S∗,Θ∗). Therefore, in
order to find the pair S,Θ that maximizes the BIC
score in Equation 2 it suffices to find a pair S,Θ
such that Φ(S,Θ : Φ∗,Θ∗) > Φ(S∗,Θ∗ : S∗,Θ∗) for
an instantiation S∗,Θ∗. This observation is the core
of the structural EM algorithm for incomplete data
that is described by the following steps

(1) Choose a pair (S(0),Θ(0)).
(2) Find S(n+1) = arg max Φ(∗|S(n),Θ(n))
(3) Find Θ(n+1) = arg maxΘ Φ(S(n+1),Θ|S(n),Θ(n))
(4) Repeat steps 2 and 3 until the difference be-

tween consecutive values of Φ falls below a fixed
threshold or a maximum number of iterations is
reached.

Using the likelihood function for embedded BN
described in Equation 1 the auxiliary function can
be decomposed as

Φ(S,Θ : S∗,Θ∗) =

E{log(P (q|S0,Θ0))− d(Θ0)
2

log R}+

∑

k

E{log(P (xk|S1k, Θ1k))− d(Θ1k)
2

log R} (0)

The above decomposition suggests that finding the
best pair S,Θ in an embedded BN can be performed
in two steps. First, using the structural EM algo-
rithm we find the pair (S1k,Θ1k) for each local BN
associated with the hidden k and the observed nodes
Xik. One important feature of this method is that
the pairs (S1k, Θ1k) for all k can be computed inde-
pendently for each local network. Next, the global
structure of hidden nodes is learned using the struc-
tural EM algorithm described above and the updated
pairs (S1k, Θ1k). The structure learning algorithm
for the embedded BN used in this paper is summa-
rized by the following steps:

(1) Initialization. The structure S is initialized us-
ing a set of local and global structures chosen at
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random or based on some a priori knowledge of
the data structure. In this stage the observation
nodes are assigned to the hidden nodes based on
a priori knowledge of the data or availability at a
certain site (if data is distributed among several
sites). For the data used in our experiments we
assigned groups of consecutive observation nodes
to the same hidden node. This choice was mo-
tivated by the common behavior of consecutive
observations in our data (nucleotides in a DNA
strand). The initialization is completed by the
choice of the sequence q corresponding to the
value of the super nodes for each training data
sequence. In our experiments the local struc-
tures S1k, k = 1 . . . , N0 are initialized such that
all their hidden nodes are independent, and all
the observation nodes xik depend only on their
parent hidden node qk. All the observations as-
sociated with a super node k are clustered us-
ing the KMeans algorithm 13 with L1k classes,
resulting in the initial distribution of q for the
super nodes.

(2) Learning the local structures. In this step
the local structures are computed using the hill
climbing algorithm described earlier in this pa-
per and the BIC score. The search for the best
local structure disregards the edges between the
super nodes as well as the edges which corre-
spond to the global structure S0. Using the
structural EM algorithm 12 described above we
learn the structure S1k, and the parameters θik

(M1k = {S1k, θ1k}).
(3) Learning the global structure. The struc-

ture S0 is obtained using structural EM algo-
rithm for hill climbing and the BIC score. At
this stage the parameters of the global network
θ0 = P (qk|pa(qk), S0) are updated for the cur-
rent global structure configuration while the lo-
cal parameters remain unchanged.

(4) Convergence test. The iterations are repeated
from step 2 until the absolute difference of the
log likelihood at consecutive iteration falls below
a fixed threshold.

5. Experimental results

The embedded BN was tested in two sets of experi-
ments one using synthetic data and the other using

and DNA sequences.
In the first set of experiments, a set of 10,000 evi-

dences was generated using the embedded BN shown
in Figure 2. The nodes 1, 2 and 3 of the embedded
BN are the hidden super nodes and each of these
super nodes is a parent node for three observable
nodes. In this example all nodes are discrete, and
each of the observable nodes has four values, while
each of the hidden super nodes has three values. The
resulting observed evidences (corresponding to nodes
4-12) were trained using the structure learning algo-
rithm described in this paper. The structure learn-
ing algorithm is initialized with empty graphs for
the global and local structures. After three itera-
tions, the learned structure is identical to the origi-
nal structure with the exception of the edge between
nodes 2 and 3 which is missing.

 1  2

 3

 4

 5

 6  7

 8  9

10 11

12

Fig. 2. The embedded Bayesian network used in generating
synthetic data.

The second experiment determines the struc-
ture in DNA sequences around a singular nucleotide
polimorphism (SNP) position. SNP are mutations of
a single nucleotide pair in the DNA helix. In general
SNP occur every 300 base pairs, in the exon regions
(regions in the DNA that are expressed into pro-
teins), are inheritable from parents to children and
remain unchanged during the lifetime. The location
and characteristics of the SNP are particularly rele-
vant to determine the susceptibility and resistance of
individuals to common diseases. The dependencies
between nucleotides around the SNP locations pro-
vide useful information about the underlying biolog-
ical processes. If each nucleotide in a specified region
around an SNP location is associated with a node of
a Bayesian network, the dependencies between nu-
cleotides are determined by learning the structure of
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the corresponding Bayesian network 4, 15.
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Fig. 3. The overall DAG used for initialization (a) and the
overall DAG in iterations 1-3 (b-d).

Considering a large number of nucleotides
around the SNP location provides more accurate de-
scription of the biological processes at the cost of in-
creased complexity required by the Bayesian learning
and the need of large training sets. In this experi-
ment we used 600,000 evidences from the HGBASE
database 14 each of them containing 48 observations.
In each evidence the SNP is associated with 24th
observation. The available data is used to learn an
embedded Bayesian network with eight hidden super
nodes and six observable nodes associated to each of
the super nodes. All the nodes of the network are
discrete. The observed nodes have four values corre-
sponding to the nucleotide type in the DNA (A, C, G
and T), while the hidden super nodes have five val-
ues. The structure learning algorithm is initialized
using empty local structures and the global structure
shown in Figure 3 a. The learned global structures
after one, two and three iterations are shown in Fig-
ure 3 b-d. The eight local structures learned after
three iterations are shown in Figure 4a-h. It can
be seen that the learned global structure identifies
the parent super node, as node 5 which is the region
around the exact SNP location, indicating that the
SNP influences the type of nucleotides around it. In
addition the use of an embedded Bayesian network
for structure learning determines both dependencies
between groups of nucleotides, as well as dependen-
cies within each group.
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Fig. 4. The learned local DAGs for each of the subset of
nodes (a-h).

The structure of the embedded BN allows for an
efficient implementation on parallel machines. The
speed up in execution time achieves a 6.4 speed gain
on eight processors compared to the single proces-
sor case. This result illustrates the scalability of the
structure learning method presented here and the po-
tential for learning efficiently complex networks with
distributed variables.

6. Conclusions

This paper introduces a method for structure learn-
ing in an embedded BN with discrete nodes. The
embedded Bayesian networks are hierarchical proba-
bilistic models that can capture both the global and
local dependencies between random variables. The
structure learning algorithm in embedded BN uses
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iteratively the hill climbing greedy search and the
structural EM algorithm to learn both the local and
global structures. The use of hierarchical models
allows for an efficient implementation on machines
with parallel architectures.

The approach presented in this paper was tested
in two sets of experiments, one using synthetic data,
and the other using DNA sequences captured around
a SNP location. In the first experiment the original
structure was recovered with the miss of one edge in
the global structure. In the second experiment, the
learned model describes a global structure where the
only parent node is associated with a region around
the SNP. This confirms the biological hypothesis that
the SNP location has an important role in defining
the nucleotides around its position, that in turn play
a role in the susceptibility and resistance of individ-
uals to common diseases.

The embedded BN offers a multi-scale view of
the model dependencies that can be valuable in sev-
eral molecular data mining applications. On the
other hand, the structure of the embedded BN is
more constrained than a ”flat” Bayesian network
with the same number of observed nodes due to the
restricted dependencies between observed and hid-
den super nodes, and to the reduced number of dis-
crete values of the super nodes.

Future work will investigate the structure learn-
ing algorithm for embedded Bayesian networks with
continuous observation nodes, and the use of alter-
native local structure learning algorithms such as
Monte Carlo methods and scoring functions. An in-
teresting research direction that will be investigated
in the future is to determine the best assignment of
the observed nodes to a hidden super node.
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