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ABSTRACT

With the advent and proliferation of low cost and high performance digital video recorder devices, an increasing
number of personal home video clips are recorded and stored by the consumers. Compared to image data, video
data is lager in size and richer in multimedia content. E�cie nt access to video content is expected to be more
challenging than image mining. Previously, we have developed a content-based image retrieval system and the
benchmarking framework for personal images. In this paper,we extend our personal image retrieval system to
include personal home video clips.

A possible initial solution to video mining is to represent video clips by a set of key frames extracted from
them thus converting the problem into an image search one. Here we report that a careful selection of key
frames may improve the retrieval accuracy. However, because video also has temporal dimension, its key frame
representation is inherently limited. The use of temporal information can give us better representation for video
content at semantic object and concept levels than image-only based representation.

In this paper we propose a bottom-up framework to combine interest point tracking, image segmentation and
motion-shape factorization to decompose the video into spatiotemporal regions. We show an example application
of activity concept detection using the trajectories extracted from the spatio-temporal regions. The proposed
approach shows good potential for concise representation and indexing of objects and their motion in real-life
consumer video.

Keywords: personal home video management, key frame, motion factorization, motion trajectory, spectral
clustering.

1. INTRODUCTION

As the availability and cost of digital media capture and storage devices decrease, the size of personal media
collections of pictures and videos increases dramatically. Media indexing and retrieval systems are very important
to facilitate users to interact, browse and search those multimedia collections. However, most of existing media
management systems currently rely on text annotation in the form of labels and tags or on other text that
accompanies the media (e.g., HTML text related to images in the web or subtitle �les associated with DVD
content, etc.). Manual labeling of the media data is a very tedious and error prone process. It is therefore unlikely
to expect this type of data to be present in consumer media. Inthe last decades, content-based image retrieval
(CBIR) systems1{3 emerged as an alternative approach where instead of relyingon the keyword annotation for
indexing and search, visual image features are directly used for search and retrieval. Up to now, this resulted in
signi�cant progress in image retrieval.

Compared to image data, however, video data is signi�cantly larger in size and, most importantly, richer
in multimedia content. Therefore, video indexing and retrieval is generally a more challenging task. Starting
from 2001, the TREC video track (TRECVID) 4 brings together an international community of researchersin
evaluation of content-based video indexing and retrieval.It has greatly facilitated the progress in content based
digital video retrieval in several speci�c areas, primarily in news videos. There has also been signi�cant amount
of work in mining sports videos and several other domain speci�c applications. A great part of TRECVID's
success is attributed to existence of common benchmarking infrastructure which greatly improves interaction
between researchers.
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Figure 1. Key frame selection example: the left �gure shows middle fra me of the video; the middle picture shows the
key frame that has the feature vector closest to the average feature vectors of the video; the right picture shows the �rst
frame of the video.

The situation with personal videos is strikingly di�erent. This domain constitutes an important source of
newly created video content. Development of solutions to help the management, search and retrieval of personal
home videos is becoming a topic of great interest among researchers in universities and industry. At the same time
this content is in many aspects di�erent from videos used in TRECVID and similar e�orts. The key di�erences
are due to personal nature of media, mostly people oriented content, amateur video capturing techniques and
little or no annotation.

In5 we developed a CBIR system and the benchmarking framework for image retrieval in personal image
databases. In this work, we extend our image retrieval system to include personal home videos. The most direct
way of extending the system is by extracting key frames for each video clip/shot and then using image retrieval
techniques for search and retrieval. This method is simple and can leverage successful methods developed
for image retrieval systems. However we can do better than only using a single frame for retrieval. The
temporal dimension of the video provides valuable motion information for performing search, browsing and
retrieval. Several approaches have been proposed to analyze the motion information for videos.6, 7 A coarse level
measurement of the amount of motion content in the video is presented in.6 This measurement is extracted from
the motion vectors in MPEG encoded video. In,7 a motion representation, pixel change ratio map, is proposed
and the histogram from the pixel change ratio mapis used as the feature to index the motion content.

In this paper, we present a new spatiotemporal decomposition strategy for personal home video content
management. As in,8 we seek a spatiotemporal decomposition of the videos. However, instead of clustering the
whole cube of spatiotemporal pixels, we propose abottom-up approach that combines interest point chaining,
shape and motion factorization and image segmentation to decompose the video into a set of spatiotemporal
regions (ST-regions). The decomposed ST-regions can be regarded as individual objects in the context of video
indexing and retrieval. The trajectories extracted from the object ST-region demonstrate good potential for
video retrieval of real-life consumer videos.

The remainder of this paper is organized as follows. In Section 2, we present the key frame extraction method.
Section 3 details thebottom-up trajectory extraction and spatiotemporal decomposition approach. Experimental
results are presented in Section 4. Finally, concluding remarks and future works are given in Section 5.

2. KEY FRAME EXTRACTION

Key frames provide abridged representation of the originalvideo sequence. The video content indexing based
on key frames is a well-known technique. The general approach is to �rst segment the video into shots with
shot boundary detection algorithms. Then, key frames are extracted from the shots. A shot in a video sequence
refers to a contiguous recording of a sequence of video frames depicting a continuous action in time and space.
For personal home video clip collection, the video clips aretaken after the camera is turned on and until it is
turned o�. Therefore, each individual clip represents a shot. But the frames in one clip have very wide variety
in appearance due to the amateurish manipulation of the camera, e.g. jerky movement and shaking. This makes
the key frame an important problem to solve.



Figure 2. Diagram for trajectory extraction and spatiotemporal deco mposition.

Several heuristics have been used to select the key frame. For example, we can simply choose the �rst frame
or middle frame as the key frames. We can also compute the average feature vector of all the frames and choose
the frame whose feature vector is the closest to the average feature vectors. Figure 1 shows an example for key
frame extraction with di�erent heuristics. The left pictur e shows the key frame extracted as middle frame of the
video; the middle picture shows the key frame that has the feature vector closest to the average feature vectors;
the right picture shows the key frame as the �rst frame. The feature vector we use to compute the average
feature vector is the 48 dimension color histogram, where the R, G and B components are quantized into 16
bins. From the visual inspective, the frame selected by average color histogram gives better representation of
the scene content. Both the yard background and baby appeared to be better represented in this frame than
in the other two. In section 4, we evaluate the performance ofdi�erent key frame selection heuristics for video
retrieval.

3. TRAJECTORY EXTRACTION AND SPATIO-TEMPORAL VIDEO
DECOMPOSITION

The motion features of a video sequence provide the easiest access to its temporal dimension and hence are of
great importance for video content indexing. Trajectoriesare one of the most informative and important motion
features. In fact, an object can be de�ned as a semantically coherent set of spatiotemporal regions containing
trajectories describing motion relevant to the semantics of the object itself. Due to their importance, they have
been standardized as a descriptor in MPEG-7.9 However, the trajectory extraction is not an easy task for
personal home videos due to complex scene structure, objectshape, and irregular camera and object motion.

One direct approach for trajectory extraction is to use an explicit tracking module to track prede�ned objects
through the video. But there are several shortcomings for this type of approaches: they require initialization
of the object; it is very hard to deal with object disappearing from the scene and new object entering into the
scene and occlusions are hard to deal with. Background subtraction can be used to avoid manual initialization of
moving object. This approach has been widely used in surveillance videos,10 where the cameras are stationary.
However, the assumption of static camera for background subtraction approach is inappropriate for personal
home videos where the camera is usually held by hand.

Because of these shortcomings, we proposed abottom-up approach for trajectory extraction. The proposed
approach consists of four stages: 1) interest points detection, 2) interest points chaining, 3) trajectory clustering
and 4) spatiotemporal region formation and representativetrajectory extraction. The diagram of the proposed
approach is shown in Figure 2.

3.1. Interest points detection

A wide variety of low-level interest points detectors exist in literature, such as Harris corner detector,11 a�ne
invariant point detector 12 and SIFT point detector. 13 Given the detected interest point, various local descriptors
have been proposed such as high order image derivatives, generalized color moments, SIFT histograms, etc.



Figure 3. SIFT interest point detection and correspondence: left and right images shows the frame #100 and #103.
The light blue lines link the corresponding points.

Figure 4. An example trajectories after SIFT point chaining.

The SIFT ( scale invariant feature transform) point detector was originally introduced by Lowe.13 Mikolajczyk
and Schmid compare server interest point detector in.14 In their paper, the SIFT interest point detector and
descriptor was demonstrated to be one of the most e�cient androbust. Therefore, we choose SIFT detector as
the interest point detector. Figure 3 shows the detected SIFT points on a baby swinging video. The left and
right images show the SIFT points detected on frame #100 and frame #103. Most of the distinct points on the
swinging baby (i.e. eyes, nose, mouse, etc.) and background(i.e. bushes, branches, etc) are detected.

3.2. Interest points chaining

After extracting interest points on every frame, the next step is \interest point chaining". The aim is to link the
individual interest point across adjacent frames to get a set of short trajectories.

To this extent we need to compute the similarity between interest points and construct the correspondence
among them. The similarity measure between two interest points, i and j , is de�ned as the cosine of the angle
between the two SIFT histogram descriptors.

cos� i;j = Des(i ) � Des(j ) (1)
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Figure 5. Length distribution histogram of the video trajectories.

where Des(i ) and Des(j ) are the normalized SIFT histogram descriptors for interest points i and j . The
correspondence of the interest points is computed as follows. For each interest points, x, in frame n, we �nd
the most similar point, y and the next most similar point, z, in the next frame n + 1. If the ratio, cos � x;y

cos � x;z
,

is larger than the threshold � , x and y are considered as a correspondence. The advantage of this approach
is that there is no absolute threshold on the value of similarities and the extracted correspondences of points
are highly distinctive, which makes the process very reliable. Once the frame-by-frame correspondence of the
interest points is established, all the corresponding interest points are chained across frames to get a set of
short trajectories. In practice, the interest point chaining can be done between frames with �xed interval rather
than for every consecutive frames. For our implementation,the interest points are chained at 3 frame interval.
Figure 3 shows the detected SIFT interest points and their correspondence on frame #100 and #103 for a \baby
swing" video. The salient points on both the swinging baby (i.e. eyes, nose, mouse, etc.) and background (i.e.
bushes, branches, etc) are detected and correctly matched.

Figure 4 shows the longest trajectory resulting from the point chaining on the example baby swing video.
The interest points on the baby's cheek are chained across di�erent frames. The extracted trajectory is very
reliable and lasts long enough (over 70 frames) to be used as acontent descriptor. However, most the trajectories
are short. Figure 5 shows the length distribution histogramof the video trajectories for the baby swing video.
Most of the trajectories last less than 10 frames. These short trajectories are not good enough for motion
content description. In the following subsection we describe how to apply trajectory clustering to group those
short trajectories and achieve the spatiotemporal decomposition of the video. After trajectory clustering and
spatiotemporal region formation, representative trajectories are selected from the salient object spatiotemporal
regions. These trajectories give better description of themotion content than randomly selected trajectories.

3.3. Trajectory Clustering

There may be multiple motions within the videos and di�erent trajectories belong to di�erent motion groups, i.e.
object and background etc. The goal of trajectory clustering is group the trajectories into independent motions
such as object trajectories and background trajectories.

The measurement of how likely that two trajectories belong to the same motion group can be derived from
shape matrix according to the multibody motion factorizati on framework described in.15 In the following, we
review the theory of 3D motion shape factorization.

Suppose there areN independently moving objects in the scene and each object contains ni 3D points. Their
homogenous coordinates are represented as a 4� ni matrix Si ,

Si =

2
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When a linear projection (parapersitive, orthographic, a� ne etc.) is assumed, we can collect and stack the
corresponding projected image coordinates (u; v) of these ni points over F frames into a 2F � ni matrix W i ,

W i = M i � Si (3)

where W i =
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single point over F frames and each row contains the observedu coordinates orv coordinates for a single frame.
M i is a 2F � 4 matrix and M i ;f ; (f = 1 ; � � � ; F ) is 2 � 4 projection matrix related to object i in the f th frame.
Assume that each object is well formed, i.e. at least 4 non-coplanar points are detected on each objects (non
degenerate case). Thus, theni columns ofW i reside in a 4D subspace spanned by the columns ofM i . If we put
all the feature points from the di�erent N object together into a 2F � P matrix W ,

W = [ W 1 W 2 � � � W N ] = [ M 1 M 2 � � � M N ] �

2

6
6
4

S1 0 � � � 0
0 S2 � � � 0

� � � � � � � � � � � �
0 0 � � � SN

3

7
7
5 (4)

where P =
P N

i =1 ni is the total number of trajectories in the scene. Since the motions of all the N objects are
independent, the rank of W is 4N . Given only the observation W , we can determinedM and S up to a linear
transform at most, since M � A and A � 1 � S would satisfy the factorization for any invertable A . However, we
can compute the shape matrix fromW by singular value decomposition.

W = U�V T (5)

where U is 2F � 4N , � is 4N � 4N , and V is P � 4N . The shape matrix is computed asQ = VV T . In,15 the
authors prove

Qi;j

�
= 0 if trajectory i and j belong to di�erent object
6= 0 if trajectory i and j belong to same object

(6)

The shape energy,Q2
i;j , measures how likely two trajectories belong to the same motion group. The closer

the value to 0, the less likely they are from the same motion. Given the Q2 matrix, it naturally �ts into
the graph based spectral clustering framework. The weighted trajectory graph is construct as follows: let the
vertices represent the trajectories and assign the weight of edgee(i; j ) to be Q2

i;j . With this trajectory graph
representation, normalized cut algorithm16 can be applied to clustering the trajectories. As shown in16 we need
to solve the general eigen vector of the following equations,

L � q = � D � q (7)

where L is the Laplacian matrix of the graph and D is the diagonal matrix such D(i; i ) =
P

j W (i; j ). The
second smallest generalized eigen vector gives the relaxedcluster membership value. By thresholding the relaxed
cluster membership value, we get the clustering of the graph.

It is known in literature 17 that motion-shape factorization and the shape matrix, Q, is not very robust. The
quality of the result deteriorates dramatically when the noise level goes up. Therefore, the remaining problem
is how to get a better measurement of the motion similarity than using the shape matrix alone. As shown in,17

the trajectory clustering result can be improved by integrating other non-motion cues. The simplest and most
useful cue is their geometric closeness. The observation isthat the closer the two trajectories are, the more
likely they belong to the same motion object. Besides the geometric closeness, other cues like visual similarity,
segmentation can be considered too. But integration of those cues will increase the number of parameters to



Figure 6. Comparison of image-only segmentation (JSEG) and spatio-t emporal segmentation on two example video
sequences: the left column shows the image-only segmentation, the middle and right columns show the moving object
and background regions using spatio-temporal decomposition.

estimate and di�erent videos require di�erent training set to get the appropriate parameters. In our current
implementation, we only integrate the geometric closenessas a weighting factor of the motion similarity. The
�nal motion similarity matrix is de�ned as follows:

W (i; j ) = Q2(i; j ) � g(jjTi � Tj jj )

whereg(jjTi � Tj jj ) is gaussian kernel weighting function. PluggingW in the N-cut equation (7), we can �nd the
trajectory clusters.

After getting the trajectory clusters, the spatio-tempora l regions are formed by grouping all image regions
that trajectories in the cluster pass through. This processhelps to alleviate the over-segmentation problem faced
with many image segmentation algorithms. Figure 6 shows twoexamples of the extracted moving object and
background region with the spatio-temporal region and those with image-only segmentation� . The �rst column
in Figure 6 shows the JSEG image-only segmentation result onthese two videos. Both the main objects (i.e,
baby, swing, kid, car etc.) and background regions (yard, bush, grassland etc.) are over-segmented. The middle
and right columns show the extracted moving object and background regions by our trajectory clustering based
STregion formation method. The moving \baby face", \little car" and bush area in the background are extracted.
The integration of motion cues help to enforce spatio-temporal coherence. As a result, the oversegmented regions
are grouped into more complete moving object and backgroundregions.

4. EXPERIMENTAL RESULTS

In this section, we present the experimental results of the proposed personal home video management system
on real user videos. We collect 74 home video clips together with user's annotation. The video collections are

� JSEG18 is used to obtained the image segmentation.
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Figure 7. ROC curves for 4 query key phrase: (a) `swing', (b) `activity gym', (c) `back-yard' and (d) `Halloween'.

taken over six months. The collection of video clips contains various events, e.g. baby swing, baby crawling,
baby walking, birthday party, Halloween etc.

4.1. Video retrieval by key frames

In this experiment, we compare three di�erent video key frame extraction methods as described in Section 2.
The �rst method is to choose the �rst frame as key frame. The second method is to choose the middle frame
as key frame. The third method is to choose the frame whose color features is the closet to the average color
feature of all the frames in the video. The color feature in use is a 48 dimension RGB histogram, where the R,
G, and B are quantized into 16 bins.

From the annotation �le provided by the user, we found that th ere are four mostly used key words: `swing',
`activity gym', `back-yard' and `Halloween'. The key word `swing' appears 13 times(17.6% of the total videos);
`activity gym' appears 16 times (21.6% of the total videos); `back-yard' appears 14 times(18.9% of the total
videos); `Halloween' appears 4 times (5.4% of the total videos). We use these four key words as queries to
do video retrieval. The ROC curves for the four queries are shown in Figure 7. We use the image retrieval
benchmark framework developed in.5 We simulate 2 rounds of user's relevance feedback with 10 labeled samples
(both positive and negative examples). SVM is used to learn from the relevance feedback and rerank the video
clips. In order to achieve better performance, we use 128 dimension HSV color correlogram instead of the RGB
histogram used in key frame selection. The color correlogram is more expensive to compute. But since we only
calculated it on key frames, not for every frames, this computation is not much per video. The red, green and blue
lines show the retrieval results with the average feature vector frame, middle frame and �rst frame respectively.
The key frame extracted by average color histogram methods performs slightly better than the other two.

4.2. Activity concept detection using trajectories

In this subsection, we present the initial experimental result of the bottom-up trajectory extraction and spa-
tiotemporal video decomposition strategy described in Section 3. We illustrate the activity concept retrieval
using spatiotemporal features extracted from trajectories. The concept chosen to retrieve is \baby swing". The
same data set described above are used for this experiment. 14 of 74 videos are \baby swing" videos and the



Figure 8. Key frames from of some example videos. The top row shows the \baby swing" videos. The bottom row shows
other \non-swing" videos.
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Figure 9. Example projected trajectory and its Power Spectrum Densit y (PSD): (a) the trajectory of the baby face
spatiotemporal region in the most dominant moving directio n. y-axis shows the frame number, and x-axis shows the
magnitudes of movement. (b) The Power Spectrum Density (PSD ) of the trajectory in (a).

rest 60 are of various other activities such as \eating", \babbles", \singing" etc. Figure 8 shows several example
key frames from the test video set.

Figure 9 gives an example illustration of the trajectory and its Power Spectrum Density (PSD). Figure 9(a)
shows the PCA projected moving trajectories for the spatiotemporal baby face region shown in the middle �gure
on the top row of Figure 6: vertical axis is the time and horizontal axis is the principle direction of the trajectory
in the x-y plane. It is clear that the sinusoid shape trajectory gives a very good description of the swinging
concept. Figure 4(b) shows the power spectrum density (PSD)of the swing trajectory. The dominant frequency
is around 0.35 Hz which corresponds to around 3 second period. For ideal pendulum period T = 2 �

p
L=g, the

length of the string is about 2 meters, which roughly matchesthe actual physical length of the real swing.

As demonstrated in Figure 9, the PSD is a good feature for indexing of the \Swinging" concept. In the
following, we present the details of using the PSD feature ofthe trajectories for \Swing" concept retrieval. The
features for indexing are extracted in two steps: 1) the trajectories are projected onto the dominant moving
direction using PCA and 2) the Power Spectrum Density (PSD) of the projected trajectories is extracted. The
�nal feature vector consists of the magnitudes in the two orthogonal moving directions and the Power Spectrum
Density vector (As we are using a 256 point FFT to compute the PSD, the �nal feature vector is of length 258.)
The extracted feature index has desirable property such as rotation and shift invariant, which is important to
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Figure 10. 3D plot of PCA projected trajectory feature vectors.
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Figure 11. \Swinging" video retrieval result. The top row shows the key frames for one query example video and its top
4 retrieved videos. The bottom row shows the representative trajectories for each corresponding videos.

retrieve the swing video captured in di�erent viewing angle.

For the video retrieval, we identify the moving object trajectory cluster by picking out the cluster that has the
largest average moving magnitudes. Four longest trajectories from the identi�ed moving object trajectory clusters
are chosen as the representative trajectories for retrieval and their 258-D feature vectors are representative feature
vectors. These 258-D feature vectors are very sparse as mostof the middle and high frequency components in
PSD are very close to zero. PCA is used to reduce the dimensionof the feature vector. Figure 10 plots the PCA
projected 3D feature vectors. The red (blues) dots denote the trajectories from the swing (non-swing) videos.
As the trajectory clustering is not perfect, some non-swingtrajectories from the background are clustered into
the \swing" trajectories. However, even with these errors the swing trajectories (red dots) are well separated
from the non-swing trajectories (blue dots) in Figure 10. During retrieval, the distance between two videos is
calculated as the smallest distance from the set of trajectories from one video to the other. This method can
tolerate the error from the miss-classi�ed trajectories in the clustering stage.
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Figure 12. Precision-recall curve for \Swinging" concept.

Figure 11 shows an example \swing" video retrieval result. The key frames for the query video and its top
four retrieved videos are shown in the upper row. The corresponding representative trajectories for each videos
are shown below the key frames. The \Swinging"s captured in di�erent viewing angels and camera position are
correctly retrieved. This demonstrate that our features are invariant to rotations and works well for the \swing"
concept. Figure 12 compares the \Swinging" concept retrieval using trajectory feature with using color features.
The reasons why we choose color feature for comparison are 1)its simplicity and wide usage in image/video
retrieval and 2) the 14 swinging videos are taken when the baby was swinging in the same swing in the backyard,
hence there are signi�cant amount of color similarities. The color features are 48D RGB histogram calculated on
key-frames. The blue curve in �gure 12 shows the precision-recall curve using trajectory features. The precision
of retrieval is 76% when the recall is 50%. The red curve in �gure 12 shows the precision and recall curve for
color features. The precision drops very quickly as the recall goes up. The precision drops to 21% when the recall
is 50%. We observe that there are a few nearly duplicated videos among the swinging videos and the precision
of the top retrieved result using 48D RGBHist is better than t he trajectories. This indicates that color feature
is good at detecting nearly duplicated video. However, it isnot enough for detecting activity concept such as
`swinging'. The trajectory feature does a much better job for swing concept detection. Although the experiment
is limited, the spatio-temporal feature, i.e. trajectory, shows good potential for at least some motion speci�c
activity concepts detection like \swing".

5. CONCLUSION AND FUTURE WORK

In this paper, we extend content-based image retrieval framework to include personal home videos. We present
two di�erent approaches for representation and retrieval of personal videos. The �rst one is based on key-frame
extraction, while the second one leverages a spatiotemporal decomposition strategy. The key frame provides
snapshot of the video clip; the spatiotemporal decomposition gives a more detailed description of the video
content at object level and provides concise motion and temporal information representation, i.e., trajectories,
for indexing. The proposed spatiotemporal decomposition is a bottom-up approach. It starts from SIFT interest
point detection. The detected SIFT points are \chained" across frames to get a set of short trajectories. With
the short trajectories, motion cue and geometric closenessare used to cluster the trajectories into independent
moving groups. The clustering result gives the spatiotemporal region decomposition and spatiotemporal features,
i.e. trajectories, for indexing. We demonstrate a potential usage of the spatiotemporal features for one example
of activity ("swing") concept retrieval by looking at its Po wer Spectrum Density (PSD). Future work will involve
exploring di�erent features extracted from the spatiotemporal decomposition and trajectories for video retrieval
and more complex models for activity concept retrieval/detection.
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